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Abstract 

 
 We propose a film directing semantics taxonomy 

grounded upon cinematographic elements to unlock 
the immense potential for motion indexing in the 
subtler and much neglected film domain. A novel 
“directing-rule” inspired MRF-based motion 
segmentation algorithm is formulated to extract salient 
motion descriptors for the classification of the 
proposed directing semantics. Experimental results 
validate the resultant framework for classifying 
Hollywood movie shots into these directing semantics.  
 
1. Introduction 

 
Most prior works on motion-based indexing are 

limited to the sports domain [1], whose organized 
structure allows easier application of motion features to 
recover semantics. However film tends towards subtler 
forms of semantics, which throws up two issues when 
extracting film semantics using motion-based features: 
a) neglect to use cinema knowledge to suggest more 
appropriate and meaningful film shot categories and b) 
lack of effective intermediate-level motion descriptors 
to facilitate such classification.  

In cinematography [2], a canonical set of informal 
production rules governs the relationship between the 
film shot semantics to be conveyed and various 
camera-related attributes, especially camera motion. 
Our work addresses the first issue by exploiting these 
rules, which we term “directing grammar”, to propose 
a cinematographically grounded taxonomy of shot 
semantics of sufficiently high-level to interest users.  

On the second issue, we develop a novel MRF-
based motion segmentation technique that models the 
directing process on how viewer attention is 
manipulated to convey directing semantics. Motion-
based descriptors capable of capturing the directing 
elements in a shot and classify it are designed and 
demonstrated with experimental results. Applications 
that benefit from this work include film analysis, 
editing, indexing and summarization. To our 

knowledge, no work in the film domain recovers such 
a comprehensive set of film shot semantics, or models 
the directing process in motion segmentation as 
extensively as we do. The rest of the paper is as 
follows. Section 2 introduces the motion-based film 
shot semantics taxonomy. Section 3 details our 
proposed motion segmentation technique while section 
4 elaborates on the descriptors used to infer the shot 
directing semantics. Experimental results and 
conclusion are presented in sections 5 and 6.  
 
2. Film Shot Semantics Taxonomy 
 

By skillfully manipulating viewer attention onto an 
object or place (FOA), the director privileges one set of 
user experience and interpretation, thus defining the 
directing semantics of a given shot. This manipulation 
is accomplished through the juxtaposition of two 
constituent elements:  

a) Camera motion operations & FOA behavior: 
Various camera motions are routinely executed to 
convey director’s intentions. Some of these routines 
include the introduction to a scene and the tracking of 
an object. For video indexing at the semantic level, it is 
not so much the quantitative but the qualitative camera 
operation that is important. 

b) Camera distance from FOA: The degrees of 
emotional involvement and attention – valuable 
semantic indexes by themselves – are approximately 
inversely correlated with camera distance. To the 
director, close/medium shots offer a specific focus 
while long shots are used to give a broad overview.  

Directing semantics often manifest themselves via 
juxtaposition of these two directing elements and can 
be utilized as a basis to organize the semantic 
taxonomy. Thus we generate a table from all possible 
permutations of these two directing elements and 
assign the most meaningful and frequently employed 
directing semantics from film grammar [2] to their 
corresponding permutations within the table (Table 1). 

The exhaustive permutations of directing elements 
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However edge pixels tend to be occluded whenever 
occlusion occurs, with high and low error densities on 
the occluded and occluding sides of the edge 
respectively. This necessitates an occlusion handling 
mechanism which excludes the weights of edge pixels 
belonging to BG labeled regions bordering FG labeled 
regions when computing w(i) of any region i. Let 
bdrw(i,j) denote the total weights of the set of edge 
pixels along the borders of regions i and j, Ni the 
number of regions bordering i and let av() be the 
average operator, then 
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where τ(i,j)=1 for all cases except for (ξi=BG, ξj =FG). 
Finally, w(i) is computed differently in the four 
possible cases: 1) w(i)=wbg(i) if (H=H1, ξi =BG), 2) 
w(i)=1-wbg(i) if (H=H1, ξi=FG), 3) w(i)=1-wfg(i) if 
(H=H2, ξi =BG) and 4) w(i)=wfg(i) if (H=H2, ξi =FG). 

II) Spatial Term: The energy potential assumes 
adjacent regions of similar color tend to belong to the 
same label (FG or BG), thus encouraging the same and 
also more spatially compact segmentation boundaries. 
Let Nij be the perimeter length of regions i and j 
respectively and fse(i,j) is a color centroid similarity 
measure [4], then 
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III) Attention Term: Different shot semantics tend to 
have their own characteristic shot “attention signature 
maps” (denoted by Histatt) (Fig. 1), which tracks the 
number of times different image parts become the FOA 
(i.e. receives attention). Recatt records the net duration 
a pixel has been classified as FG in the most recent 25 
frames, subject to a ceiling of Tatt_span=25, which 
models the persistence behavior of attention span. Let 
Ratt(i) and Histatt(i) be the average value of the pixels of 
region i in the current Recatt and Histatt respectively. At 
the start of segmentation, all pixels in both buffers for 
each region are updated to their respective Ratt(i) and 
Histatt(i). Then, in order to track attention receiving 
areas by encouraging smoothness in labeling along the 
temporal dimension, we compute the attention term as  

1 _( , , ) ( ( ) ) /( )A
i att att att span attV H R i T T Tξ = − − −O          (6) 

for the case of ξi=FG and as 0 otherwise. 
The optimal configuration ξ is found using the 

Highest Confidence First (HCF) method. Recatt and 
Histatt are then updated according to ξ and shifted 
according to dense optical flow obtained by an optical 
flow algorithm.  At the conclusion of the separate 
MAP maximization iterative processes for both H=H1 
and H=H2, U(O,H|ξ) is computed from the different 
final configurations ξ, and ZH computed using pseudo-
likelihood [6], for both H labels. The MAP P(ξ|O,H) is 
finally computed for both hypotheses using (Eqn 1), 
and the configuration ξ and hypothesis H responsible 
for the higher P(ξ|O,H) are taken to be the truth labels.   

4. Film Directing Descriptors 
 

Various directing descriptors, derived from the 
outputs of the motion segmentation module and 
concatenated into the Shot Descriptor Vector for each 
shot, are given here. They are: 1) normalized shot 
duration, 2) percentage duration of shot with very little 
movement, 3) percentage duration of shot where 
reciprocal of flow divergence is above a certain 
threshold, 4) percentage duration of longest 
consecutive period where BG moves in same direction, 
5) a 10 bin equally spaced histogram of the last 
attention image map in the shot, normalized by the 
number of moving frames in the shot and 6) 
percentages of a shot classified into close/medium and 
long distance. This is obtained by classifying the class 
of camera distance of each moving frame using the 
polar histogram of the optical flow of FG pixels and 
the FG area percentage. 

 
5. Experimental Results 
 

Our video corpus comprises 5054 shots (Table 2) 
lasting 336 minutes from seven movies: There’s 
something about Mary, Bedazzled, City of Angels, 
Lord Of the Ring I, Star Wars, James Bond and 

(a) Frame 5 (b) Frame 37 (c) Frame 67 
Figure 1. Attention signature map (Histatt) 

where whiter areas receive more attention. 



Starship Troopers. A multi-class SVM classifier [5] is 
used to obtain the classification results for each Shot 
Descriptor Vector. From Table 3, the recall and 
precision results for most classes seem satisfactory, 
although the relatively much smaller sample sizes of 
the ZIn, ZOut and Estab classes dragged down their 
precision rates. 

Occlusion handling is specifically formulated to 
identify FG from BG. Thus it is expected to turn in 
better classification rates in comparison to algorithms 
that assume the dominant motion is always BG. We 
compare the effectiveness of our MRF-based region 
labeling algorithm with the occlusion handling 
mechanism “switched on” and “switched off” (i.e. 
dominant motion is always BG). Comparing tables 3 
and 4, there seems to be a noticeable improvement in 
classification rates when occlusion handling is 
“switched on” for the C-Track, F-Track, Estab and 
Chaotic classes, due to the ability to identify large 
FOA objects as FG instead of merely assuming it to be 
BG.  

 

6. Conclusion 
 
We demonstrate the viability of our formulation of a 

coherent taxonomy for film directing semantics, novel 
MRF-based motion segmentation technique that 
models FOA evolution using integrated occlusion 
reasoning, and derived effective motion descriptors to 
classify film shots into the proposed semantic classes.  
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Table 2. Composition of directing semantic 
classes in video corpus (%) 

 Static ZOut ZIn Estab C-Track F-Track Chaotic
No. 1931 34 231 146 412 879 1421 
(%) 38.21 0.67 4.57 2.89 8.15 17.39 28.12 

Table 3. Classification results for semantic 
classes with occlusion handling (%) 

 Static ZOut ZIn Estab C-Track F-Track Chaotic
Recall 91.9 83.6 87.6 82.1 87.9 86.5 85.4 
Prec. 94.6 68.3 74.8 66.0 80.4 88.2 87.9 

Table 4. Classification results for semantic 
classes with no occlusion handling (%) 

 Static ZOut ZIn Estab C-Track F-Track Chaotic
Recall 91.2 83.6 87.6 82.2 85.3 86.2 81.4 
Prec. 94.5 68.3 74.8 64.5 78.0 83.9 86.2 

(a) (b) (c) (d) (e) 

(f) (g) (h) (i) (j) 
Figure 2. Segmentation results for shots with a variety of camera distances and speeds. 


