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Abstract 
 

Semantic event recognition based only on vision cues has 
had limited success on unconstrained still pictures. 
Metadata related to picture taking provides contextual cues 
independent of the image content and can be used to 
improve classification performance. With geotagged 
pictures, we investigate the novel use of satellite images 
(e.g., supplied by Google EarthTM) corresponding to the 
GPS (Global Positioning System) coordinates to recognize a 
picture-taking environment. Initial assessment reveals that 
with minimum training humans can achieve high accuracy 
in the recognition of terrain environment based on views 
from above. We propose to employ both color- and 
structure-based vocabularies for characterizing satellite 
images in terms of 14 of the most interesting classes, 
including residential areas, commercial areas, sports venues, 
parks, and schools. A multiclass AdaBoost engine is trained 
to predict terrain environment given a satellite aerial image 
of the location. Initial experimental results using two-fold 
cross-validation have shown promise for employing the 
proposed scheme for event recognition. 

1. Introduction 
Using a computer to analyze and discern the meaning of 

the content of digital media assets (images and video), 
known as semantic understanding, is an important and 
actively studied field in recent years by both computer 
vision and multimedia data mining communities. Automatic 
semantic understanding enables the creation of rich 
descriptions of multimedia assets and consequently enriches 
user experience with these digital assets.   

One type of semantic understanding in the digital 
imaging realm is the analysis that leads to identifying the 
type of event that the user has captured, such as a birthday 
party, a baseball game, a concert, and many other types of 
events where pictures and videos are captured. Typically, 
events such as these are recognized by using classifiers that 
are learned using a set of training images to permit the 
computation of a decision or a probability that a new image 
of concern is of a certain known event type [1][2][3]. 
Vailaya et al. [1] were among the early researchers who 
relied on low-level vision features such as color moments 
and edge direction histograms, and SVM-based classifiers to 
categorize vacation pictures. Following the same paradigm, 

much research has been done on problems of scene 
classification, with the majority of such systems employing 
a learning-by-example approach based on low-level vision 
features derived exclusively from scene content (references 
not included because of space limitation but easily available 
on the Internet).  

More recent work on event recognition has been boosted 
by the introduction of more powerful visual features such as 
SIFT [4], as well as more powerful machine learning 
techniques such as probabilistic graphic models [5]. Li et al. 
[2] proposed to classify events in still pictures by integrating 
scene and object classification. An event refers to a human 
activity taking place in a specific environment. In their study, 
eight sports games with distinctive playing environments 
(e.g., snow boarding, rock climbing, badminton, etc.) are 
selected to demonstrate event recognition through integrated 
scene and object classification. For example, given a rowing 
scene, this algorithm recognizes the event as rowing by 
classifying the environment as a lake and recognizing the 
critical objects in the image as athletes, rowing boat, and 
water. Jain et al. [3] addressed a more challenging set of 
popular sports games (American football, basketball, tennis, 
etc.) by exploiting domain-specific saliency and fusing 
information with a selective hidden random field model.  

However, all of the above systems are still focused only 
within the image content itself. With the rapid advances in 
technology related to digital imaging, digital cameras also 
bring with them a powerful source of information little 
exploited before for scene classification: camera metadata 
embedded in the digital image files. Metadata (or “data 
about data”) for cameras records information related to the 
image capture conditions and includes values such as 
date/time stamps, the use of flash, subject distance, and 
exposure time. There is rich contextual information within 
metadata and such information is usually complementary to 
the image features for the purpose of semantic 
understanding. The research community is increasingly 
turning to metadata and picture-taking context in the pursuit 
of solving the semantic understanding problem [6].  

A fast-emerging trend in digital photography and 
community photo sharing (e.g., Flickr!) is geotagging, 
which is the process of adding geographical identification 
metadata to various media such as websites or images and is 
a form of geospatial metadata. This data usually consists of 
latitude and longitude coordinates. Geotagging can help 
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users find a wide variety of location-specific information. 
For example, one can find images taken near a given 
location by entering latitude and longitude coordinates into a 
geotagging-enabled image search engine. Geotagging-
enabled information services can also potentially be used to 
find location-based news, websites, or other resources. 
Geotagging can be performed by using a digital camera 
equipped with a GPS receiving sensor, or by using a digital 
camera that can communicate with a standalone GPS 
receiver (e.g., through a Bluetooth link). Photos can also be 
manually tagged with coordinates after capture on a map, or 
synchronized with a GPS logging device. 

Intuitively, reverse encoding through entries in a geo-
referenced namespace database are specific enough to 
identify the picture-taking environment and help classify an 
event. However, there is a need to gain more precise and 
more specific semantic knowledge of a location to help 
classify an image captured at that location, because of three 
main problems: (1) a place is represented as a point (e.g., the 
central office in a zoo) in the database without any definition 
of the spatial extent; (2) multiple environments can 
potentially co-locate in close proximity of each other; (3) 
many geo-referenced namespace databases are rather crude 
(e.g., no database marks a tennis court, which can be part of 
a school or park, or mark an area as residential or 
commercial); and (4) geotagging can be rather inaccurate 
because of noise in the sensor or human tagging. 

We observed that it is possible to recognize what 
environment is on the ground from a satellite aerial image. 
Figure 1 shows a few examples that support this observation, 
and a human judge can do well after minimum training. One 
source of data is Google EarthTM, which combines satellite 
imagery, aerial photography, and map data to make a virtual, 
interactive template of the world. There are other similar 
services provided by Yahoo and Microsoft.  

It is interesting to contrast this study with the classic 
remote sensing of the environment. Although of similar 
spirit, there are several major distinctions between this study 
and, in terms of modality, objective, and solution. First, 
hyperspectral imaging was used in order to identify and 
monitor the natural resources on Earth’s surface, e.g., lakes, 
forests, and extensive crops. The characterization and 
classification of the observed material from their spectral 
curve is based on the reconstruction of the energy curve 
radiated by the terrestrial surface throughout the 
electromagnetic spectrum. Pattern recognition methods have 
proven to be effective techniques for this problem [7] (the 
terminology of “ground truth” originated here). In contrast, 
this study deals with natural color imagery containing a high 
level of details and attempts to determine detailed semantics 
related to, in most cases, various manmade structures, which 
often exhibit different appearances even though they belong 
to the same semantic category. For example, every park is 
different and no two suburban subdivisions appear the same. 
Therefore, computer vision-based solutions are needed.  

The main advantage of using satellite or aerial images to 
recognize picture-taking environments is apparent: free of 
distraction and influence by the actual event, which is often 
an adverse factor for computer vision algorithms.  

The main contribution of our work is two-fold. First, we 
propose the novel use of satellite aerial images, through 
geotagging, to recognize a picture-taking environment. 
Recognition is based on views from above rather than at 
ground level. Second, we design an effective vision 
algorithm that utilizes both structure and color features to 
characterize different environment categories, and multiclass 
AdaBoost to achieve reliable recognition given the large 
variability in the satellite images. Such variability is inherent 
and further confounded by seasonal and weather conditions 
in which the satellite images were captured. For example, 
the appearance of forest areas varies dramatically by season 
and geographic locations while forest seems to be the least 
challenging class for human recognition.   
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Figure 1. Examples of satellite images for six environment 
categories (four examples per class). 



2. The framework 
An overview of the proposed framework is shown in 

Figure 2. First, digital asset (including photos and videos) is 
acquired with location information in the form of GPS 
coordinates. Using the location data, a suitable satellite or 
aerial image corresponding to the location is requested from 
a service provider. With visual models that have been built 
in advance, the requested aerial image is compared with the 
visual models of known common environments in terms of 
visual characteristics. Finally, a label of the likely 
environment class(es) is assigned to the digital asset. In 
addition, aerial images may be associated with other 
metadata, including information such as names of businesses 
located within the physical area represented by the 
image⎯historical landmarks, parks, and so on. These 
metadata can be assigned to the digital asset as well.  
 

 
 
 
 
 
 
 
 
 
 
 
 
 

Figure 2. The framework.  

In general, aerial images are provided in a variety of 
resolutions representing capture or simulated capture from a 
specific altitude. High-resolution aerial images captured at 
low altitude show more detail. We have empirically 
determined the suitable altitude for each of the 12 most 
common environments for human activities in this study: 
baseball field, tennis court, football field, golf course, 
residential area, city area, mall, theme park, school, park, 
beach, and forest. Most of the classes are best observed from 
50 m above, with the exceptions of baseball field and tennis 
court (20 m). Remote mountains, desert, and ocean are of 
little interest, for which Google Earth in fact stores no data.  

3. The algorithms 
The algorithms consist of feature extraction using visual 

vocabularies and classification using multiclass AdaBoost. 

3.1. Visual vocabularies for satellite images 
In recent years, the bag-of-visual-words model has 

become popular in natural scene classification (e.g., [8], 
among others). In this model, local image patches are 
clustered into groups (visual words) based on their 
similarities. The frequency or occurrence of these visual 

words is then used as global features to classify the images. 
So far, most of such classification algorithms are based on 
local structure features (e.g., SIFT [4]).  

Based on our observation (see Figure 1), color 
information seems as important as structure information in 
the satellite images. We chose to develop a generic image 
classification algorithm using both SIFT features and color 
features (the effect of each feature is shown in the 
experiments). In general, a local region can be described by 
two kinds of features: texture and color. We use the SIFT 
features as the local texture descriptor and compute the color 
features based on the average pixel values in the 
perceptually relevant HSV space. All of the input images are 
rescaled down to 200,000 pixels regardless of the original 
sizes and aspect ratios. Features are then extracted from 
patches of N-by-N pixels with the spacing of K overlapping 
pixels. For the SIFT features, with eight orientation 
directions and an M-by-M block region, the SIFT feature 
dimension is M × M × 8. The color features are calculated 
based on the same M-by-M patches, and the color feature 
dimension is M × M × 3. In this study, N = 8, K = 4, and M 
= 2. 

Because there are two sets of features, one can combine 
the SIFT features Fs and color features Fc with a weight 
factor αc to form one vocabulary set, such that the 
concatenated feature vector is: 

   ),( CCS FFF α= ,  (1) 
or build separate texture and color vocabularies and then 
combine the two corresponding feature histograms (HS  and 
HC ) to form the combined feature set for classification: 

},{ CS HHH = .  (2) 

Our studies show that the second option performs better, 
especially when it is unclear what critical role each feature 
plays in the classification. Euclidean distance is used with 
K-means clustering to form the visual vocabulary. In this 
study, the number of clusters (vocabulary size) is set to be 
200 for both vocabulary sets. Larger vocabularies may lead 
to small gains in accuracy at the expense of greater 
computation cost. 

3.2. Multiclass AdaBoost 
Each image is represented by two histograms computed 

according to the texture and color vocabularies. After the 
total histogram area is normalized to 1.0, the histograms are 
used as the global features for image classification. We 
adopted a multiclass AdaBoost [9][10] as the classifier, with 
decision trees as the basis to form weak classifiers. The main 
advantage of using AdaBoost over SVM is that when two 
histograms are used, they can be combined through weights 
naturally determined by the boosting procedure, while a 
suitable kernel function is needed to combine the two 
features for SVM. Furthermore, multiclass AdaBoost has  

Acquire digital asset including location data

Request satellite image corresponding to 
location data at a predefined resolution

Compare requested satellite image with 
visual models of common environments

Assign environment type and other 
associated metadata to digital asset

Visual 
Models



Table 2. Confusion matrix for 12 environment classes. 
 Mall Football field Tennis Residential Baseball Field School Golf Forest City Theme Park Beach Town Park 

Mall 83 7  2  5   2 2   
Football   88 2  2 2 2  4    
Tennis  7 84 2 7        

Residential    83  12    5   
Baseball  5 7   88     3   
School 18 10  8  62    3    

Golf Course  5   3  84 5   5 3 
Forest           100     
City 4 4  7      82    4 

Theme Park 4    18      79    
Beach  14     5    82  

Town Park    6  6 6 19   6 56 
 
been shown to outperform a suite of one-versus-all SVM 
classifiers for most recognition problems [10].  

3. Experimental results 
We manually collected 853 satellite images across the 12 

environment classes using Google Earth, which is a fairly 
large undertaking because of the lack of automatic means 
(again, no databases have such detailed descriptions). To 
increase the statistics, all training images are reoriented by 
90, 180, and 270°, and the reoriented images are added to 
the training set. All of the environments in this study are 
invariant to the viewing orientation, i.e., a park looks like a 
park no matter in which direction the satellite flies over it. 

We used two-fold cross-validation to test the 
classification algorithm. The overall classification accuracy 
with combined SIFT and color vocabularies is 83.4%, which 
outperforms using each vocabulary alone (shown in Table 1). 
The confusion matrix for the combined vocabularies is 
shown in Table 2. Note that “forest” is the cleanest class and 
“town park” is the most challenging, while the two share the 
highest degree of confusion because many town parks are 
covered by dense trees with sparse manmade structures 
interspersed.  
 

Table 1. Accuracies for satellite image classification. 
Vocabularies SIFT Color SIFT+Color

SIFT 77.2% 66.4% 83.4% 
 

6. Conclusions and future work 
We have conducted a feasibility study on using satellite 

images to recognize the picture-taking environment, with the 
intention to improve event recognition for geotagged images 
and videos. Using an effective vision algorithm that utilizes 
both structure and color features to characterize different 
environment categories and multiclass AdaBoost, we have 
demonstrated that it is viable to achieve reliable recognition 
in spite of the large variability within the satellite images. 

Future work includes more robust training with a larger 
dataset and testing on actually geotagged pictures. Because 
the pictures taken at ground level contain complementary 
visual information, visual models can be built for the same 
classes using ground pictures [2][3], and fusion of the two  

 
sources of information is expected to lead to accurate 
recognition. It would also be interesting to experiment with 
obliquely captured aerial images (e.g., by Pictometry as in 
Microsoft® Map bird’s eye view).  
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