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Abstract

In this paper, we study the feasibility of SIFT features
for the tasks of object recognition and tracking within the
framework of the IVSEE system design. The IVSEE system
is intended to imitate the early functionalities of the human
visual system in enclosed environments. The goal of this
system is to be able to; perform basic object recognition,
determine object states and spatial interrelations, and all
of this engaged with a purposive system behavior (e.g. ob-
ject tracking). To implement this system, we turn to well-
known and state-of-the-art techniques from the literature,
and choose SIFT features for the stages of object extraction
and recognition. We have performed (and present here) ex-
perimental work carried out to determine the adequacy of
these features for the system goals. Results confirm SIFT
features as a good implementation choice.

1. Introduction and Background

Most people working in Computer Vision and related ar-
eas, have, at some stage, thought about the possibility of
developing a machine able to imitate the human visual sys-
tem, that is, developing a computational model of human
vision. However, to date, the goal of creating a general-
purpose vision system close, or even slightly close, to the
robust and resilient capabilities of the human visual system
remains unreachable [1]. In the history of Computer Vi-
sion many works has been devoted to this issue, but in the
present context is not possible to provide a survey (an in-
troduction is given in Reference [1]). Recently, efforts to
compile and group disperse research on this subject have
led to the definition of a new Computer Vision field; Cog-
nitive Vision Systems [2]. Though this new area is not
yet well-defined, in Reference [2], Cognitive Vision Sys-
tems are defined as highlighting generic functionalities and
non-functional attributes: ”A cognitive vision system can
achieve four levels of generic functionality; Detection of

an object or event in the visual field; Localization of the
position and extent of a detected entity; Recognition of a
localized entity by a labeling process; and Understanding
the role, context, and purpose of a recognized entity”. In
addition, this definition is extended underlining the fact that
”they can engage in purposive goal directed behavior, adapt-
ing to unforeseen changes of the visual environment, and
anticipating the occurrence of objects or events...The three
non- functional attributes of purposive behavior, adaptabil-
ity, and anticipation, taken together, allow a cognitive vision
system to achieve certain goals, even in circumstances not
expected when the system was designed”.

Summarizing, though the natural goal in early works was
to define a complete computational model of human vision,
it was (and continues to be) as an unreachable task since the
way that human vision actually works is mostly unknown,
despite the advances on this subject achieved in neurophys-
iology and psychology sciences [3]. Thus, at the moment,
we can only approach the human vision system from its
functionality, and also provide it with higher level capabil-
ities by adding some kind of ’artificial intelligence’ (non-
functional attributes of Cognitive Vision Systems).

In this context, we have theoretically designed an artifi-
cial vision system, the IVSEE system, which is intended to
imitate the early functionalities of the human visual system
in enclosed environments 1. The goal is to define a system
able to: perform basic recognition of objects; determine the
state of some objects (e.g. door closed or door open); deter-
mine the spatial interrelations among the objects; and inter-
act with the environment with a purposive goal (e.g. track
a moving object). The system is defined providing an ar-
chitecture and also a possible implementation of it. For the
implementation, we turn to well-known and state-of-the-art
techniques developed in the areas of Computer Vision, Im-
age Analysis, Pattern Recognition, Machine Learning and
Artificial Intelligence. This design is a first approach on the
path to developing a wide-purpose humanlike vision sys-
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Figure 1. Partial panoramic view of an office box.

tem, and is intended to serve as the basis for future more
complex developments. However, in this paper, we focus
on SIFT features, selected to implement the tasks of object
extraction and recognition within the IVSEE system (they
also provide the basis for tracking moving objects). We
have performed a set of experiments to determine the ad-
equacy of these features for the system goals and achieved
results show that SIFT features are a good choice for the
implementation.

The paper is developed as follows. Section 2 presents the
architecture and a possible implementation of the IVSEE
system. Section 3 deals with the SIFT features. Experi-
ments and results are presented in section 4. Finally, Sec-
tion 5 summarizes the paper.

2. IVSEE System

The IVSEE system is intended to imitate basic func-
tionalities of the human visual system in enclosed envi-
ronments. We define an enclosed environment as a ’place’
with a finite number of patterns and controlled illumination.
Thus, any indoor area with sufficiently stable illumination
would match this definition. An example is the office shown
in Figure 1, which is used in the experiments.

The system architecture is simple. It is based on a set of
cyclically interconnected modules. Each module deals with
a specific type of input data that is elaborated to provide ap-
propriate data to the next module. The architecture (see Fig-
ure 2) starts with the camera, placed in an adequate fixed lo-
cation to inspect the environment. The camera provides the
first module with a stream of raw data composed of scene
frames at a given rate. The Scene Data Preprocessing mod-
ule improves image data by applying image preprocessing
techniques, e.g. noise removal. This module feeds the Ob-
ject Extraction module, where segmentation techniques or
other techniques such as SIFT features [4] can be applied
to extract features from the objects present in the current
frame. Then, these features are provided to the Knowledge
and Learning module and go through a recognition process
(classification), where previous knowledge ( a database of
labeled features corresponding to known objects) is used if
available. In this stage, the Learning procedure can be ac-

tivated and can work online. Also here, object states are
recognized or learned (different object states correspond to
different object features, though all of them correspond to
the same object).

Figure 2. IVSEE Architecture.

Once the object features have been classified, a list con-
taining recognition and location data (objects present in the
current frame, their states and location) is provided to the
next module, the Scene Description module, where this data
is processed to create a semantic description. This semantic
description includes the objects present in the frame, their
states, location and spatial interrelations. Finally, the se-
mantic description is used in the Purposive Behavior mod-
ule to elaborate and decide adequate actions on the envi-
ronment, which, in this case, only involve camera displace-
ments in vertical or horizontal planes. With regards to the



purposive behavior of the system, there are several possibil-
ities. For example, the system can be used to monitor the
environment and perform tracking of moving objects. All
the architecture cycle is intended to work at the frame rate
provided by the camera. To implement this architecture, we
propose the following selection of methods:

Scene Data Preprocessing: Digital images are com-
monly affected by noise and illumination variance [5]. The
most usual kind of noise is Gaussian, which can be removed
with an average filter. A median filter should be used instead
in case of impulsive noise. With regards to the illumination
variance, although enclosed environments are usually pro-
vided with controlled illumination, some kind of variability
can still be present mainly due to the flicker effects intro-
duced by lamps which operate directly from main frequency
AC, e.g. fluorescents. In this case, it is better to manage
it within the objects extraction stage, as suggested in the
literature [6]. In the literature, object extraction with vari-
able illumination is dealt with using different approaches,
such as color constancy models, invariant features, or learn-
ing from many samples taken under different illumination
conditions. We choose invariant features (SIFT features) as
they are able to provide good performance without needing
extra-computation to overcome illumination variance.

Objects Extraction: We select SIFT features [4], which
provide features that are invariant to image scaling and ro-
tation, and partially invariant to change in illumination and
3D camera viewpoint. And also, they are fast [to compute]
and robust in the presence of noise.

Knowledge and Learning: For this module we propose
using a database of labeled SIFT keypoints. Each of these
keypoints is related to a specific location in the frame and
is built of SIFT features. When the database is empty, the
Learning procedure is activated. In this initial learning, key-
points extracted from several views (frames that take in the
entire enclosed environment) are labeled with correspond-
ing object classnames. If the database is not empty, the key-
points in the current frame are classified using a simple, but
robust and fast, k-NN classifier [4]. This module provides
object recognition and location data to the next module.

Scene Description: The goal of this module is to pro-
vide a semantic description of the current frame. We choose
semantic networks to implement it. These networks were
introduced in the late sixties to model the semantics of En-
glish words. They corresponded to directed, labeled graphs,
where nodes contained information about objects, events or
facts. Lately, semantic networks were improved to achieve
problem independent control algorithms giving rise to sev-
eral formalisms. We choose ERNEST formalism [7] be-
cause it is oriented to pattern recognition.

Purposive Behavior: This module has to evaluate and
decide adequate actions on the environment. To implement
it, we turn to the areas of Decision Analysis and Artificial

Intelligence, and, among the variety of available methods,
we select decision networks [8] (influence diagrams). Al-
though semantic networks can include control algorithms,
that is, they can provide a semantic description and also im-
plement the purposive behavior of the system, we choose to
use decision networks because they are more flexible and
allow more complex decision schemes to be implemented,
which is desirable if we want to extend system capabilities.

3 SIFT Features

SIFT features [4] are distinctive image features that are
invariant to image scale and rotation, and partially invari-
ant to change in illumination and 3D viewpoint. They also
are fast to compute and robust to disruptions due to occlu-
sion, clutter or noise. They are highly distinctive, in the
sense that a single feature can be correctly matched with
high probability against a large database of features from
many images. Thus, they are adequate to perform reliable
matching between different views of an object in a scene
and can be used to perform object recognition and tracking.

SIFT features provide a set of significant points in the
current frame (see Figure 3). Each of these keypoints has
a specific location and is characterized by a vector of 128
features. Objects are not extracted in the sense they are seg-
mented from the background (approach followed in other
literature methods [9]), but by means of the computation of
invariant features that correspond to specific objects. Ap-
proaches based on invariant features are faster than those
based on segmentation techniques [4], making it more fea-
sible to achieve real-time compliance in vision systems that
work with video streams. However, SIFT features do not
provide precise data on object extent.

Figure 3. SIFT keypoints in the current frame.

Once the SIFT features are extracted for the current
frame, object recognition is performed through a database
of labeled keypoints previously built in a learning proce-
dure. Keypoints in the current frame are classified against



the database using a simple, but robust and fast, 1-NN clas-
sifier which performs in the 128-space of SIFT features.

4. Experiments and Results

To study the feasibility of SIFT features to carry out
object recognition and tracking within the IVSEE system,
we performed four experiments corresponding to two scene
monitoring sequences and two object tracking sequences.
Monitoring sequences corresponded to camera scans of the
office shown in Figure 1. The first tracking sequence cor-
responded to one person moving alone in the office and the
second one to the same person carrying a box.

Table 1. Experiments results.

Labeled Test Incorrect
Keypoints Matches Matches

Monitoring 1 2,150 25,122 394
(470 frames) (1.6%)

Monitoring 2 2,150 14,769 117
(291 frames) (0.8%)

Tracking 1 7,200 2,157 134
(235 frames) (6.2%)

Tracking 2 7,900 2,804 190
(251 frames) (6,8%)

Figure 4. Frame from Tracking 2 sequence.

For each experiment, a previous learning process was
performed labeling the SIFT features extracted from sets of
frames corresponding to training sequences. Table 1 shows
the results. First column provides the database size of la-
beled keypoints. Second column corresponds to the number
of matches found in classification. Last column indicates
false positives matches and their percentage with regards to
the total number of matches (second column).

The results show very good performance of SIFT fea-
tures with a percentage of correct matches above 98% for

monitoring sequences, and 93% for tracking ones. Track-
ing sequences are more difficult in the sense that [flexible]
moving objects (e.g. a person) present much more variabil-
ity in 3D viewpoints than static ones. In addition, the ma-
jority of false positives could easily be removed by applying
an adequate outliers removal procedure and interframe info
(see outliers in Figure 4). Results are even more plausible
if we take into account that no preprocessing was applied to
remove noise or illumination variance present in the frames
provided by the camera, a medium-quality webcam.

5. Summary

In this paper, we have studied the adequacy of SIFT fea-
tures to perform object recognition and tracking within the
context of the IVSEE system, which is intended to imitate
early functionalities of the human visual system in enclosed
environments. Four experiments corresponding to monitor-
ing and tracking sequences have been performed and the
achieved results show reliable performance of SIFT fea-
tures, which can be improved using an adequate outliers
removal algorithm. Though SIFT features are faster than
segmentation methods to perform the extraction of object
features, they do not provide precise information on the ex-
tent of the objects. We think this is not a drawback if the
system purpose does not require high-level precision in ob-
ject extent (as robotic applications do).
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