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Abstract

We present a method for tracking deformable sur-
faces in 3D using a stereo rig. Different from tra-
ditional recursive tracking approaches that provide a
strong prior on the pose for each new frame, the pro-
posed method tracks deformable surfaces by detecting
them in individual frames. In our method, the model
of the surface is represented by a triangulated mesh.
The constraints for model to image keypoint correspon-
dences, together with the constraints that preserve the
lengths of mesh edges, are formulated as Second Order
Cone Programming (SOCP) constraints, leading this
tracking-by-detection method to be an SOCP problem
that can be effectively solved. Experiments on a piece of
deformed paper demonstrate the capability of the pro-
posed tracking-by-detection method.

1. Introduction

Many applications, such as visual servoing and aug-
mented reality, require tracking of 3D objects in image
sequences. Model based 3D tracking of rigid and ar-
ticulated objects have been studied over years, and lots
of approaches have been proposed [4][2]. Deformable
objects 3D tracking also interests more and more re-
searchers recently, and great efforts have been made to-
wards solving this problem.

Xiao et al. presents a factorization approach for per-
spective reconstruction of deformable structures com-
posed by linear combinations of shape bases [11]. This
method is useful for scenes that contain independently
moving rigid objects, but it is not suitable for general
deformable structures. Torresani et al. model deforma-
tions as a linear combination of bases vectors that can
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be learned by Probabilistic Principal Components Anal-
ysis (PPCA) [10]. This method is useful for objects with
small deformations such as faces, but it is not suitable
for objects undergoing large deformations.

Modeling the surface as a 3D triangulated mesh is a
good way to represent the behavior of general defor-
mations. Pilet et al. present a real-time method for
detecting deformable surfaces using keypoint matches
between the 2D triangulated mesh and the image [6].
This method is currently accepted as the most effec-
tive algorithm for 2D deformable surface detection,
but it is hard to be generalized to 3D. Salzmann et
al. represent surfaces as triangulated meshes and dis-
allow large changes of edge orientation between con-
secutive frames, and formulate the tracking problem as
an Second Order Cone Programming (SOCP) feasibil-
ity problem [7]. This method yields a convex formu-
lation with a unique minimum and enables us to han-
dle highly-deformable surfaces without adding unwar-
ranted smoothness constraints. However, the recursive
nature of this method provides a strong prior on the pose
for each new frame and makes it fragile when some-
thing goes wrong between two consecutive frames.

In this paper, we present a method for tracking in-
extensible deformable surfaces in 3D using a stereo
rig. We model the surface as a 3D triangulated mesh,
and formulate the keypoint correspondences between
model and image as SOCP constraints. Besides, the
constraints that prevent model edges from extending
are also formed as SOCP constraints. Then tracking
is achieved by solving this SOCP problem in each in-
coming frame. The tracking-by-detection nature of our
method makes it more robust because there are no con-
straints between consecutive frames.

The rest of the paper is organized as follows. In sec-
tion 2, a brief introduction to Second Order Cone Pro-
gramming is introduced. Then, the framework of our
method is described in section 3. Finally, experimental
results are presented in section 4, followed by a conclu-
sion in section 5.
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2. Second Order Cone Programming

Recently, there has been interest in solving geomet-
ric vision problems such as triangulation and camera re-
sectioning using L∞ minimization [3]. The key advan-
tage of using the L∞ is that these problems can be for-
mulated as Second Order Cone Programming (SOCP)
feasibility problems with a single minimum and can be
effectively solved. The SOCP problem can be stated as:

find X

subject to ‖AiX + bi‖ ≤ cT
i X + di,

i = 1, . . . , k (1)

SOCP is a subclass of convex optimization prob-
lems. It includes linear programming as a special case,
but it is less general than SemiDefinite programming
[1]. SOCP problems can be effectively solved using
interior-point methods. Next, we will formulate the de-
formable surface stereo tracking-by-detection problem
as an SOCP problem.

3. Deformable Surface Stereo Tracking-by-
Detection Using SOCP

3.1. The Triangulated Mesh Model

The model of the deformable surface is represented
by a m × n triangulated mesh with keypoints. The 3D
coordinates of m × n vertices are v1, . . . , vm×n, and
they can form a long vector V = [vT

1 , . . . , vT
m×n]T . The

purpose of stereo tracking is to get V from the image
pair at each time instance.

This model contains 2 × (m − 1) × (n − 1) facets,
and the keypoints in each facet are expressed in terms
of the barycentric coordinates of the facet, as:

xi = aivp + bivq + civr, ai + bi + ci = 1 (2)

Where xi is the keypoint. vp, vq and vr are the vertices
of the facet that xi lies in. ai, bi and ci are the barycen-
tric coordinates of xi.

We assume that the projection matrixes PL and PR

for left and right cameras are known and remain con-
stant. Given an image pair of the undeformed surface,
the mesh model can be constructed as follows. We
match the four corners of the surface in the image pair
and triangulate them to 3D, and the mesh can be formed
from the four 3D corner points. Then the keypoints of
the surface in left and right images are extracted and
matched by SIFT [5], and the matched keypoints are
triangulated to 3D. Due to image noise and error match-
ing, the triangulated keypoints may not lie in the mesh

in 3D exactly. So the triangulated keypoints on or near
the mesh are projected to the mesh surface and regarded
as the model’s keypoints, and others are discarded as
outliers. An example of the triangulated mesh model is
shown in Fig.1.

Figure 1. Constructing the triangulated
mesh model from an image pair of the un-
deformed surface. The left two images are
the image pair with keypoints. The most
right is the 3D triangulated mesh model
with keypoints.

3.2. Constraints for Keypoint Correspondences

At each time instance in the tracking process, the
model to the image keypoint correspondences are estab-
lished using SIFT for left and right images respectively.
As has already been pointed out in [7], these correspon-
dences can be formulated as SOCP constraints. Take the
left camera for example. We assume that a keypoint in
the model is xi, and its corresponding left image point is
(ûi, v̂i)T . Given the left camera projection matrix PL,
the projection of xi is:

⎛
⎝ ui

vi

1

⎞
⎠ = PL

(
xi

1

)
(3)

The reprojection error with respect to image mea-
surement (ûi, v̂i)T is:

∥∥∥∥
[

ui

vi

]
−

[
ûi

v̂i

]∥∥∥∥ =
∥∥∥∥(P1:2,1:3 −

[
ûi

v̂i

]
P3,1:3)xi + (P1:2,4 −

[
ûi

v̂i

]
P3,4)

∥∥∥∥
P3,1:3xi + P3,4

(4)

Where P1:2,1:3 is a submatrix of PL formed by rows 1,2
and columns 1,2,3. P3,1:3 is a submatrix of PL formed
by row 3 and columns 1,2,3. P1:2,4 is a submatrix of
PL formed by rows 1,2 and column 4. And P3,4 is an
element of PL in row 3 and column 4.

Due to image noise, Eq.4 can not be zero, and a vari-
able λ will be used as its upper bound. If λ is considered



to be known, the tracking problem can be formulated as:

find V

subject to∥∥∥∥(P1:2,1:3 −
[

ûi

v̂i

]
P3,1:3)xi + (P1:2,4 −

[
ûi

v̂i

]
P3,4)

∥∥∥∥
≤ λP3,1:3xi + λP3,4 i = 1, . . . , k (5)

Where k is the number of model to image keypoint cor-
respondences in both left and right images. Since xi is
a linear transformation of V, Eq.5 defines an SOCP fea-
sibility problem. The minimal λ can be found using a
bisection algorithm [3].

3.3. Constraints for Model Shape

Without other constraints, solving the SOCP prob-
lem of Eq.5 may generate unacceptable results due to
image noise and lacking of model to image keypoint
correspondences in some facets, as shown in Fig.2(a).

(a) Shape errors occur using keypoint correspondences alone.

(b) Shape errors are removed by adding model shape constraints.

Figure 2. Removing shape errors by
adding shape constraints. In both (a) and
(b), the left two images are the image pair
with reprojected mesh, and the most right
is the reconstructed mesh model.

This problem can be partially solved by using con-
straints between frames. For example, in [7], monoc-
ular image sequences are used, and the shape ambi-
guity is addressed by preventing the orientation of the
edges from changing irrationally between two consecu-
tive frames. Besides, the scale ambiguity is handled by
rescaling the area of the mesh to its initial size. How-
ever, as has been pointed out in [4], the recursive nature
of this method provides a strong prior on the pose for
each new frame and makes it fragile when something
goes wrong between two consecutive frames.

In this paper, a stereo rig is used, and the scale ambi-
guity is solved naturally. Further more, the shape errors

of Fig.2(a) can be solved without using constraints be-
tween frames, which makes it a tracking-by-detection
method that is more robust than recursive tracking.

Obviously, the triangulated meshes of inextensible
deformable surfaces such as paper or thin metal are not
allowed to expand or shrink, i.e. the lengths of edges
linking each neighboring vertices of the mesh remain
constant. It gives following constraints as:

‖vi − vj‖ = Li,j < i, j >∈ C (6)

Where Li,j is the original length of the edge linking
vertices vi and vj , and C = {< i, j >| vi and vj are
neighboring vertices of the mesh}.

The constraints of Eq.6 are nonlinear equality con-
straints that can not be involved in the SOCP frame-
work. However, using a stereo rig gives us a way to
form the shape constraints as convex terms. As shown
in Fig.2(a), when shape errors occur, the wrong edges
tend to expand rather than shrink. That means we just
need to prevent the edges from expanding, so the shape
constraints can be formulated as:

‖vi − vj‖ ≤ Li,j < i, j >∈ C (7)

Since vi and vj are all linear transformations of V,
the constraints of Eq.7 are SOCP constraints and can be
involved in the SOCP problem defined in Eq.5. Fig.2(b)
shows that shape errors in Fig.2(a) can be successfully
removed by adding these shape constraints.

4. Experimental Results

We use an image sequence of a piece of paper to
demonstrate the capability of the proposed tracking-by-
detection method. This sequence contains 1620 frames.
The size of the triangulated mesh model is set to 7 × 9.
The experiment is implemented under the Matlab envi-
ronment using SeDuMi which is a toolbox for optimiz-
ing over convex cones [9].

One drawback of using SOCP is that it is not robust
to outliers, and wrong correspondences happen occa-
sionally. This problem can be solved by throwing out
the keypoint correspondences with greatest residual at
the end of the bisection algorithm, and redo the bi-
section until we reach an acceptable reprojection error
[8][7]. In our experiments, we stop removing outliers
when the maximal reprojection error in the image pair
is less than 2 pixels.

Some tracking results of the image sequence are
shown in Fig.3. Our method has no constraints between
consecutive frames, that means it can track the surface
continuously in situations such as fast moving or failure
detection in previous frame which may cause collapse
for recursive tracking methods.



Figure 3. Some tracking results of the test image sequence. The top row are the images of the
left camera with reprojected mesh. The middle row are the images of the right camera with
reprojected mesh. The bottom row are the reconstructed triangulated meshes.

5. Conclusions

In this paper, we present a method for tracking de-
formable surfaces in 3D by a stereo rig using Second
Order Cone Programming (SOCP). In our approach,
the model of the surface is represented by a triangu-
lated mesh with keypoints. Constraints for model to im-
age keypoint correspondences, together with constraints
that prevent the mesh from expanding, are formulated as
SOCP constraints. Then tracking is achieved by solving
an SOCP feasibility problem in each individual frame,
which has a single minimum and can be effectively
solved. Our method has no constraints between consec-
utive frames that makes it more robust than recursive
tracking approaches.

Although tracking-by-detection approaches are more
robust, we cannot ignore those advantages of recursive
tracking like computation efficient, no jitter et al. We
will combine both kinds of approaches in the future in
order to get more robust and accurate tracking results.
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