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Abstract

Inspired by the success of inverted indexing in the textual

search domain, we provide sparseness justifications for using

inverted file indexing on image content, which paves the way for

developing scalable image content search systems. We use clus-

tering to automatically generate a content vocabulary. To avoid

the problem of generating cluster centers that are overcrowded

in high density areas for sparse data sets, we use a cluster-

merge procedure for cluster post-processing. We further use

visual codewords to represent low level image features, which

not only makes the inverted file indexing and search applica-

ble to image content, but also helps bridge the gap between the

low level image features and high-level human visual percep-

tion. Experimental results confirm the success of our methods.

1. Introduction and Related Work

Inspired by the success of inverted-file indexing in tex-

tual search engines, content based image retrieval (CBIR) re-

searchers have begun to consider using inverted indexing for

image content search. However, for inverted indexing to be ef-

fective in image content search, two issues need to be addressed.

First, the image content features are expected to follow a power-

law distribution in the same way as terms do in text documents.

Second, a mechanism is needed to textualize the low-level im-

age content features. In this paper, we address these two con-

straints. First of all, we test the sparseness of image content

features, confirming the sparseness assumption. This makes the

inverted file indexing on image content well grounded. Sec-

ond, to translate image content features into text-like tokens, we

develop a cluster-merge algorithm to guarantee the quality of

cluster centers resulting from using the K-means or Generalized

Lloyd Algorithm, since they may generate cluster centers that

are overcrowded in high density areas. Based on these prelimi-

nary efforts, we are able to textualize the image content features

into discrete and almost power law-like distributions. To better

describe image textures, we define three types of spatial tiles:

inner tiles, bordering tiles, and crossing tiles. This in turn en-

ables a high level visual codeword representation of low-level

image features, thus making image content search scalable.

The success of inverted files in text-based search engines and
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scalability concerns have drawn attention to the potential of us-

ing inverted files for multimedia indexing [11] [4], and [9]. In

order to build an inverted index, image content features need to

be transformed into textual words. Vector Quantization (VQ)

is usually used to achieve such a goal. A Uniform Quantizer

has been used in an image indexing and search system [13].

However, since there are several advantages of using nonuni-

form quantization such as an improved Signal to Noise Ratio

(SNR) (see [2]) over uniform quantization, nonuniform quan-

tization is more widely used. Among the nonuniform quanti-

zation methods, the Generalized Lloyd Algorithm (GLA), also

known as K-means or LBG algorithm, is widely used for gener-

ating image codebooks for indexing or retrieval [6, 10, 3, 8].

This paper is organized as follows: in section 2, we discuss

the sparseness of image content features and the cluster-merge

algorithm. We focus on the image content codeword represen-

tation in section 3. Then we present our experimental results in

section 4, and finally draw our conclusions in section 5.

2. Image Feature Sparseness and Cluster-Merge

Algorithm

One assumption and reasoning behind the success of the

inverted file structure for indexing text and documents is the

sparseness and power law distribution of terms in text docu-

ments. Similarly, an analysis of images based on color, tex-

ture, and shape, shows that although a text document-like high

sparseness is not achieved, a slightly lower sparseness could be

reached with an appropriate content to codeword mapping. Fig-

ure 1 gives the log-log distribution of the resulting colorwords

(mapped from original colors) using different methods to repre-

sent 10,000 actual images randomly selected from flickr.com

based on 1000 images used as the training set to obtain the

global color or texture codebook.
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(a) 256 Colors merged into 128 centers
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(b) 256 Textures merge into 128 centers

Figure 1: color and texture sparseness.

We can see that these representations roughly follow a power

law distribution. In [5], it was shown that texture features did978-1-4244-2175-6/08/$25.00 ©2008 IEEE



indeed follow a power law distribution. These results match our

experimental results, and lay the foundation for our inverted in-

dexing scheme. In the following, we will discuss our clustering-

merge method to compute the global codebook.

There are two reasons for using the GLA (Generalized Lloyd

Algorithm) vector quantization instead of uniform quantiza-

tion. The first reason is that the latter is not feasible for high-

dimensional features, whereas GLA can be used in such cases.

The second reason is that the latter does not take the actual fea-

ture distribution into account and can lose some accuracy in rep-

resenting the images, while GLA does better.

One issue with most K-mean-based clustering algorithm

such as GLA for codebook generation is that for power law dis-

tributed data, more cluster centers are generated around high

density areas [5]. Our experiments also confirmed such a phe-

nomenon, see figure 3. This can cause the codewords to be

overpopulated in the high density areas while the sparse areas

are not properly represented. To solve this problem, we pro-

pose to merge these very close cluster centers after obtaining

the K-means clustering result. We first use K-means to generate

more centers than we expect, then we merge these centers into

the number of centers that we desire. Through merging close

centers, we can prevent cluster centers from crowding into high

density areas. At the same time, we fully take advantage of the

efficiency of K-means. Thus, our clustering merge algorithm

will be much more efficient than, for instance, most hierarchical

clustering algorithms. The steps for merging clusters are shown

in Algorithm 2. In Algorithm 2, we check two constraints, the

Figure 2: Algorithm for merging clusters.

number of clusters and the distance between two closest clus-

ters. Once we obtain the desired number of clusters or if the

distance between two closest clusters becomes greater than a

preset threshold value, we terminate the merging.

0 0.2 0.4 0.6 0.8 1
0

0.1

0.2

0.3

0.4

0.5

0.6

0.7

0.8

0.9

1

(a) k-means clustering (k=10)
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(b) cluster-merge clustering

Figure 3: Merging close clusters (setting radius < 0.1732).

Figure 3 gives a 2-D example of how our cluster-merge al-

gorithm works. For Figure 3, we use 2,541 synthetic 2-D data

points for testing the K-means algorithm. We manipulate these

data points to make the data roughly follow a certain degree of

sparseness. The two big clusters on the left are used to simulate

the high-density areas, while the three small clusters on the right

are used to simulate the sparse area. For visualization purposes,

we scale the red circle smaller to cover only a portion of the

clusters while the center of the red circles show the real cluster

centers. The left figure shows the K-means clustering result by

setting K equals to 10, showing more cluster centers crowded

into the high density area. After applying the cluster-merge al-

gorithm, the resulting 6 clusters become satisfactory.

3. Codebook Design and Feature Extraction

As the image color codebook design is straightforward, and

to observe space constraints, we only discuss the image texture

codebook in this paper.

3.1. Inner, Bordering and Crossing Tiles

Before discussing texture words shape words, we define sev-

eral relevant tile types that to support extracting such features.

(a) Original Image (b) Inner and Bordering Tiles

(c) Original Image (d) Crossing Tiles

Figure 4: Inner tiles (4, 5, 6), Bordering tiles (1, 2, 3), and

Crossing tile (right bottom image).

Figure 4 shows how we divide an actual image into small

(64 × 64) tiles for further feature extraction. Notice that if we

divide the original image using a fine grid (as in the top right

image), some small tiles (tile 4, 5, and 6, etc) will have uniform

texture patterns since they are totally inside one object or inside

the background. Thus we name these tiles inner tiles. On the

other hand, tiles such as tile 1, 2, and 3 do not have uniform

texture patterns as they contain multiple conceptual areas (the

dog fur and the road). We name these tiles bordering tiles as

they tend to border a big block and some other small blocks.

Inner tiles are very helpful in identifying the texture pattern of

an object, while bordering tiles are useful for identifying shapes

or contours of objects. Inner tiles and bordering tiles are not

sufficient to characterize image tiles. For instance, when we

segment and divide the brick wall image (in Figure 4), we can-

not get even a single tile (right figure) that purely belongs to one

big block or borders one big block. To deal with such a case,

we define another type of tile: crossing tile. By definition, this

contains many small blocks without any pixel belonging to any



big block. Such segmentation results often mean that the im-

age is a texture image. Thus Crossing tiles promise to be very

meaningful in identifying texture patterns. For the above three

types of tiles, we will select inner tiles and crossing tiles for im-

age texture extraction and select only bordering tiles for shape

analysis. In order to take advantage of tiling, we need to be able

to decide whether an image tile is an inner tile, bordering tile, or

crossing tile. To differentiate between these three kinds of tiles,

we train a simple decision tree classifier (C4.5) to learn how to

automatically classify a tile into the correct type. Our image

segmentation is based on the graph based method of [1].

3.2. Image Texture Codebook

We use the Gabor texture feature extraction to generate the

image texture codebook. However, because we first need to get

the global image texture dictionary from a set of training texture

images, instead of clustering the filtered image output pixel-wise

for only one image as in [7], we will perform clustering tile-wise

on an entire set of training images. This way, each texture image

can be subdivided into small tiles which correspond to certain

texture words. Furthermore, we do not use all the segmented

components for texture analysis. Instead, we use only the inner

tiles and crossing tiles, because image segmentation is not very

accurate especially in the borders of components or blocks.

Figure 5: Generating Image Texture Codebook.

To compute the texture codebook, we divide each image into

32× 32 pixel blocks or tiles, select texture tiles ( inner tiles and

crossing tiles ) according to image segmentation results, then

apply Gabor filters to each texture tile, and finally record the

corresponding texture features. The process for generating the

image texture codebook is summarized in Figure 5. We use

1000 texture pictures for training (each picture roughly contains

160 (32 × 32 pixel) tiles with more than half of the tiles se-

lected as texture tiles). This process yield 128 texture words

(compared to [6] which yields 950 codewords). The clustering

method used is GLA followed by the cluster-merge algorithm,

as discussed above. Figure 6 shows an example texture code-

book generated using the above procedure.

3.3. Extracting and Indexing Texture Features

When we try to extract image texture words, we apply Gabor

filters to small (32 × 32) image texture tiles. After extracting

the image texture feature vector, we use Nearest Neighbor (ac-

celerated by a Kd-tree structure) to determine the corresponding

texture codeword from the texture codebook.

Figure 7 gives an example of extracting texture words from

an actual image. The leftmost column contains the represen-

tative tiles selected from the codebook in Figure 6, while the

remaining tiles are the corresponding image tiles extracted from

Figure 6: Example Texture Codebook.

Figure 7: Extracting Texture words from An Image.

the actual image. In the process of extracting texture words from

an actual image, we adopt a similar procedure, where we seg-

ment the image and select texture tiles (inner tiles and cross-

ing tiles) according to the segmentation results using the deci-

sion tree model already extracted. We use the nearest neighbor

search method to find the representative texture word in the tex-

ture codebook to represent each texture tile.

4. Experimental Results

To demonstrate the effectiveness of our tile-based image rep-

resentation, we compared the retrieval precision of using image

texture tiles with that of using the whole image texture vectors

(results are shown in Figure 8). Our assumption is that although

we use a much faster boolean query consisting of several rep-

resentative image texture words, we can get a comparable re-

trieval precision to that of using the whole image texture vectors

for similarity search, which most general CBIR systems would

use. To evaluate the precision, we adopt a similar strategy as the

one used in SIMPLIcity [12]. We use a subset of the COREL

database with 10 categories shown in table 1, where each cat-

egory contains 100 semantically coherent images. Altogether,

there are 1000 images for testing. In the codebook generation

Table 1: COREL Categories of Images Tested

Africa Beach Buildings Buses Dinosaurs

Horses Flowers Elephants Food Mountains

stage, we collect 100 images by randomly selecting 10 images

from each category. We use these 100 images to generate a

global image texture codebook. After building the image search

engine using Nutch1 on image texture features, we conduct our

1http://lucene.apache.org/nutch/



testing by randomly selecting three images from each category

as query images (30 queries for each case). To form the ac-

tual queries, for the texture word representation case, we select

the top-N (N ranges from 1 to 10) texture words for the query

image to form the boolean query and we use Nutch’s default

TF × IDF ranking. For the texture vector query case, we take

the entire 48-dimensional texture vector for the query image to

form the query and use the Euclidean distance for ranking. We

show 10 results in each page and examine the number of cate-

gory matches in the first page. In case the total number of results

is less than 10, we show all the results in the first page. We then

calculate the precision as the number of category matches in the

first page divided by the number of results in the same page. We

then average the precision of the 30 result-sets.
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Figure 8: Texture Query Precision Comparison.
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Figure 9: Search performance results

As shown in Figure 8, the precision for Texture word-based

boolean queries increases as the number of query terms in-

creases. As the number of query terms approaches 5 or 6, the av-

erage precision comes close to the vector similarity query case.

On the other hand, the number of returned results drops dramati-

cally as the number of query terms increases as shown in Figure

9. For instance, the average number of returned results drops

from 13.5 to 6.6 as the number of terms in the query increases

from 5 to 6. Although the average precision is high when we in-

clude many more terms (say 9 or 10), the very small number of

results returned should prevent us from using too many terms.

Combining the conclusions from Figure 8 and Figure 9, we can

see that selecting around 5 query terms would give us a balanced

result of desirable precision and total number of results. From

the retrieval efficiency perspective, the benefit of using boolean

queries over vector similarity queries is confirmed in Figure

9, where the experiments are based on a Linux-based Apache

server (with Intel(R) Xeon(TM) CPU 2.80GHz, 2cpu, and 2G

memory). Also, as the number of terms in the boolean query

increases, the retrieval speed does not fluctuate much. This is

guaranteed by the inverted indexing structure, which is the ulti-

mate goal of this study.

5. Conclusions and Future Work

Our empirical analysis showed that image content features do

follow a sparse power-law distribution. We then took advantage

of this sparseness for inverted file indexing. Our cluster-merge

algorithm gave us better cluster center representations compared

to GLA clustering, which generated cluster centers that are over-

crowded in high density areas for sparse data. Our experimental

results showed that the tile-based image textualization process

for texture-based features can be effective. Such techniques can

be used for scalable and efficient content-based image retrieval

based on existing text-based search systems.
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