
Real-time Foreground Segmentation on GPUs using Local Online Learning
and Global Graph Cut Optimization

Minglun Gong
Memorial University of Newfoundland

gong@cs.mun.ca

Li Cheng
National ICT Australia
li.cheng@nicta.com.au

Abstract

This paper is to address the problem of foreground
separation from the background modeling perspective.
In particular, we deal with the difficult scenarios where
the background texture might change spatially and tem-
porally. A novel approach is proposed that incorpo-
rates a pixel-based online learning method to adapt to
temporal background changes promptly, together with
a graph cuts method to propagate per-pixel evaluation
results over nearby pixels. Empirical experiments on
a variety of datasets demonstrate the competitiveness
of the proposed approach, which is also able to work
in real-time on the Graphics Processing Unit (GPU) of
programmable graphics cards.

1 Introduction
A fundamental problem in video content analysis is

to segment foreground objects from background scenes,
which provides low-level visual cues that are necessary
for further analysis.

The background modeling perspective has been ex-
plored by [9, 3, 6], and has been shown to work in
simple scenarios, where a static camera is commonly
assumed. One important but rather difficult issue with
background modeling, as pointed out by e.g. [9], is to
be robust against the changes of background scene tex-
tures both spatially and over the time course.

To deal with the issue of temporal changes, Kalman
filters are employed in [10], which however relies on
the strong and often unrealistic assumption of the state
spaces being linearly structured. Similarly, [7] adopt a
incremental subspace method. Attempts have also been
made toward the issue of spatial variations [3, 6], which
unfortunately are not suitable for real-time video analy-
sis due to the intensive computational efforts required.

In this paper, we propose a novel approach that aims
to address the spatio-temporal changes jointly with real-
time performance. The approach is derived from a prin-
cipled online learning method [2] to adapt to pixel-

based temporal background changes promptly, together
with a graph cuts method to propagate per-pixel confi-
dence values obtained over nearby pixels. The approach
is able to work real-time after being adapted and imple-
mented on GPUs.

Extensive experiments are conducted on a variety of
datasets used by previous work [9, 2, 10, 8, 3]. The
results demonstrate the competitiveness of the proposed
approach.

2 The Proposed Approach
When processing a sequence, our approach main-

tains a separate background model for each pixel in the
image. A buffer B is created to hold all the models,
each of which consists of n (features, weight) pairs. All
these pairs are set to zero initially, but as more frames
are observed, a more accurate background model is ob-
tained. To keep the most important observations, all
pairs are sorted in descending order of the weights and
only those have higher weights are kept in the buffer. In
this paper we use pixel color features and fix n = 50.

When a new frame t is observed, a three-stage pro-
cess is issued. The first stage calculates a confidence
map F , which tells us how well the new observation
fits the existing background model at individual pixel
locations. In the second stage, F is used to construct
a Markov Random Field (MRF) graph, based on which
a near-optimal foreground mask M is computed using
a simplified graph cuts method. Finally based on M ,
the individual background models are updated using the
online learning method [2] in the third stage. The fol-
lowing subsections discuss these three stages in details.

2.1 Confidence Map
The confidence map is derived according to Equa-

tion (3) of the online learning method [2]. Here we
use

(
Bi(x, y).c, Bi(x, y).α

)
to denote the ith (features,

weight) pair stored for pixel (x, y) in buffer B. Ac-
cording to the online support vector machine represen-
tation [2], the confidence value, F t(x, y), of a new ob-
servation It(x, y) belonging to the background model
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Figure 1. The four datasets used, which are referred (from left to right) as Trees, Lights, Jug, and Railway. Top row: first
frame in the sequence; Middle row: testing frame; Bottom row: hand-labeled ground truth. No additional images are used
for training. In Jug and Railway sequences, the foreground objects cover the background in all frames used for testing.

Figure 2. Results of the principled online learning method [2]. Top row: confidence maps; Bottom row: foreground masks
obtained through thresholding. For better visibility, higher confidence values are shown with lower intensity. Since the
spatial coherence is not enforced, the masks are rather noisy.

Figure 3. Results of our approach. Top row: foreground masks obtained; Bottom row: masked original images. The graph
cuts optimization effectively removes noises, while at the same time preserves the detailed shapes of foreground objects, e.g.
the pedestrian in the “Railway” dataset.


