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Abstract

We propose an approach to object recognition using
vocabulary tree which, instead of finding the closest im-
age in the database to the given query image, finds ob-
ject labels representing the most similar objects to the
query image. We can also recognize object pose if pose
labels are associated to the database images.

Our approach to object recognition relies on creat-
ing a specific object or pose descriptor for each group
of database images representing the same object or ob-
ject pose. The quantitative analysis showed that this
approach is more efficient, both in terms of precision
and speed, compared to original image retrieval based
on vocabulary tree.

The experiments are performed for object recogni-
tion on two different databases and pose recognition us-
ing available face database.

1 Introduction

In recent years, object recognition algorithms based
on visual words [1, 9, 2, 13, 14, 3] paradigm have been
very popular and provided very high recognition rates
at near real-time performance. Those approaches are
scalable and are able to deal with large image databases.
They are largely inspired by algorithm of text retrieval
where the real words are replaced by visual words. The
visual words are clusters obtained by quantizing local
region descriptors computed for each database image.
In this way database images can be represented by a
vector of visual word frequencies called score vector.
Such score vector is also computed for a query image
of the target object. It is matched to the database image
score vectors and a set of nearest neighbors, referring
to the images containing the target object present in a
query image, are retrieved.

We propose an approach to object or pose retrieval
using vocabulary tree which, instead of finding the clos-
est image in the database to the given query image, finds

the object labels representing the most similar objects
to the query image. Our approach to object or pose
retrieval relies on inserting groups of database images
representing the same object or objects in the same pose
into the vocabulary tree. In this way for each group
we create a specific object or pose score vector by col-
lecting visual words from all images in a group into
one vector of visual word frequencies. Such score vec-
tors are more discriminative, thus increase recognition
rate compared to original approach of having one score
vector per image. In addition the overall number of
score vectors is related to the number of objects/poses
and is much smaller than the total number of database
images, which results in much faster retrieval and less
memory requirements. We performed quantitative anal-
ysis and compared our method to the original image re-
trieval based on vocabulary trees. The object retrieval
is done using two standard databases, i.e object bench-
mark database of Nister et al. [9] and Zurich building
database [12], and pose retrieval using available face
database of [8].

In the reminder of the paper we review related ap-
proaches, then discuss our approach comparing it to the
original approach of Nister et al. [9] and finally present
quantitative evaluation.

2 Related work

Our approach is largely inspired by work of Nis-
ter and Stewenius [9] who introduced scalable recog-
nition schema using hierarchical vocabulary tree. In-
stead of quantizing image feature descriptors using only
one level k-means clustering to produce visual words, as
done by Sivic and Zisserman [14], Nister and Stewenius
used hierarchical k-means classifier. In practice each
database image has one such score vector associated to
it. In our approach we bind score vectors to a group of
images containing the object viewed from different per-
spectives. The score vector accumulates frequencies of
visual words from all images of one object. This leads
to s single score vector per object. Thus, each object
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Figure 1. The examples of the object retrievals and face pose retrieval. In the top row query
images for three different databases [9, 12, 8] are shown. The middle row depicts retrieved ob-
ject/pose IDs. The bottom row shows the example images from the group of database images
representing the retrieved object or the object (in this case face) in the retrieved pose.

score vector can be understood as an object label.
Alternative methods to object recognition, which

also use trees, but rather classify feature points then
retrieve images are [4, 10, 6]. Lepetit et al. [4] use
model image and rendered image patches around ex-
tracted keypoints to train multiple decision trees to in-
dex keypoints. Obdrzalek and Matas [10] use also de-
cision trees and pixel measurements which results in
splitting the descriptor distribution on half. Lowe [6]
uses a k-d tree to find approximate nearest neighbors to
the descriptor vectors of the query.

For the object recognition to be efficient the com-
pactness of object representation is crucial. The above
approaches keep amounts of data in the database of the
order of magnitude of the number of image features
or region descriptors. On the other hand the approach
based on vocabulary tree reduces it by quantizing re-
gion descriptors. In addition our approach addition-
ally reduces the number of data necessary to describe
database objects by collecting all region descriptors into
one unique object score vector.

3 Vocabulary Tree for Object Recognition

We use a large database of images where each group
of images representing one object has associate the
same object label. If we want to retrieve the pose of an
object than we associate the pose labels to the images.
Our approach to object recognition involves retrieval of
an object label, instead of set of top score image can-
didates. Our approach is inspired by a vocabulary tree
technique [9].

3.1 Object Score Vectors as Object Labels

We assume that every object is represented by a set
of images in a database containing the same target ob-
ject seen from different viewing angle. Given an input
image containing the object of interest, we retrieve the
object labels instead of the set of top ranked images. To
achieve this we create object score vectors o for each
object, i.e. associate an object label to the group of im-
ages containing that object. This is done when insert-
ing images in the database. Here we quantize region
descriptors of all images containing the object of in-
terest to create object score vector. We introduce two
approaches to creating object descriptors: union accu-
mulation and union of intersections accumulation.

3.1.1 Union Accumulation

Let us consider a group of images G = {I1, I2, . . . , In}
, which consists of n images of the object of interest.
The entire database consists of N groups of images, i.e.
N objects. Each image Ik from a group G is repre-
sented by its score vector dk. Each element of the score
vector dk(i) contains the number of features of one im-
age that belong to the cluster/visual word corresponding
to node i. The score vectors of the same object are simi-
lar and should have their features descriptors associated
to the same clusters, i.e pass trough the same nodes of
the vocabulary tree. In practice, however, because of
the change of the perspective from which the object is
seen, there are more features available to describe the
object and consequently more clusters to which image
feature descriptors are associated. Collecting all visual
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words/clusters describing all images G of one object
into one descriptor we create object score vector o. In
this case object score vector is the union of visual words
describing each image of the same object. Weights are
computed using TF-IDF schema [14]. This approach to
computing object score vectors is suitable if the number
of images per object is relatively small, e.g. 3 to 5. If
the object is represented by a large group of images we
propose the following approach.

3.1.2 Union of Intersections Accumulation

Here, instead of collecting all visual words describing
the group of object images G , we take the common
visual words for all images of the object. This is equiv-
alent to taking union of the all intersections of visual
words related to all images of one object. We used this
in case of pose recognition where in the face database
we had 15 people filmed twice in 93 different poses.
The total number of pose score vectors was 93 and each
one was created from 30 images of people in that pose.

In both approaches the total number of score vectors
is reduced by a factor equal to the number of images
per object or pose. Since the number of objects is much
smaller than the number of images the search is faster.
When testing, the score vector of the query image is
compared to the object score vectors and first best mach
is retained. If q is the query image score vector, and op

is the object score vector of the object or pose p, and
D is the distance measure, we simply take p to be the
object label of the closest database object and write:

p = argmin
i=1..N

D(q,oi)

, where N is the number of different objects in the
database and D is simple L1 norm.

The output of the comparison is not a single object
label computed above, but the ordered set of object la-
bels with the smallest sums of distance measures D. In
practice we retain the first retrieved object label. In the
next section we compare performance of our approach
to the original approach of Nister.

4 Results

In this section we present quantitative results using
input form thee different data sets: recognition bench-
mark images [9], Zurich building database [12] and im-
ages from the INRIA Pointing face database [8]. First
two databases are used for object recognition, while the
face database was used for face pose recognition.

4.1 Quantitative Experiments

Here we quantify and compare performance of our
method to the method of Nister et al [9] for three data
sets mentioned above.

Recognition benchmark database contains in total
10200 images organized in groups of 4 images per ob-
ject. We used first three images of each group for train-
ing, in total 7650 train images, and last images in the
groups for testing, resulting in 2550 test images. For
method of Nister we computed average number of hits
which make it in the top 3 images for different sizes of
the database as shown in Fig. 2(a). The results shown
there on y-axis are normalized by the maximal number
of hits, which is 3 in this case. For our method we also
computed average number of hits which make in top
three retrieved object labels in respect to different sizes
of the image database. Note that with the increase of
the database our method performs better.

Zurich building database is the second data set used.
It contains 1005 images of 200 buildings each filmed
from 5 different perspectives. We performed exactly
the same comparison as for the Recognition benchmark
database what is depicted in Fig. 2(b). For both data
sets we used union accumulation approach.

Finally we used 1860 out of the 2790 images of
the INRIA Pointing face database—corresponding to
10 people in 93 poses photographed twice—for training
purposes and the remaining 930 for testing purposes.
Note that by construction of the database a pose label
is associated to each image. However, because peo-
ple position themselves differently when observing the
wall markers, the pose is not always particularly accu-
rate. This should be kept in mind when assessing the
deviations of our algorithm with respect to this “ground
truth.” In Fig. 2(c), we plot the corresponding distribu-
tion of pose estimation errors. We show again that our
method outperforms the original approach.

We measured the time of performing a single query
on a large recognition benchmark database of 10200 im-
ages. For the original method [9] it took about 1s per
query, while our method spend 20ms per query.

5 Conclusion

We propose an approach to object recognition using
vocabulary tree which, instead of finding the closest im-
age in the database to the given query image, finds the
object label corresponding to it. We also showed that we
can retrieve pose of the object if the specific database is
available to us. In this case we used face database where
each face image has associate pose label. The object la-
bels are associated to each group of images represent-
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(a) (b) (c)

Figure 2. Accuracy evaluation and comparison of our method to the method of Nister [9] for
three different data sets. Red curves in all figures represent performance of original method
of Nister, while the blue curves show performance of our method. (a,b) Percentage of recog-
nized objects(on y-axis) in respect to the database size(on x-axis) for recognition benchmark
dataset [9] and Zurich building dataset [12]. (c) Distribution of the pose estimation errors for
face database of [8]: the x-axis represents deviation between estimated and truth poses in
degrees, and y-axis the percentage of poses for which the deviation is bellow a given value.

ing the same object. The object score vector describes
the object label and is composed of a collection of the
visual words corresponding to all images representing
that object.

We performed quantitative tests and compared our
method to the original method of [9] where object
recognition was done by image retrieval. The experi-
ments showed that we outperform the original vocab-
ulary tree approach on all three different data sets. We
also showed that our method is faster and more memory
efficient.
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